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1. Introduction
Motivation
To enhance the user experience of listening to music, images can be displayed. Applying this to a dataset as large as a platform like
SoundCloud becomes unrealistic and the need for automatically generating images increases.
Aims
1. Conditionally generate album cover art images given the albums genre using a deep neural network trained using the One Million
Audo Images for Research dataset and a dataset constructed using the Spotify API.
2. Evaluate the quality and diversity amongst generated images using MS-SSIM index.
3. Explore the effects certain parameters have on the generated images.

2. Deep neural networks

GAN & AC-GAN

Deep learning is a supervised machine learning technique involving large neural networks that learn multiple levels of features and meaningful representations of the input
data. Currently, generative adversarial networks are the cutting edge technique in deep
learning for content generation.
• A generative adversarial network (GAN) is a neural network architecture which
utilises two neural networks in which one tries to generate images from random
noise and another tries to discriminate between generated and real images. The
variables in the generating network are then optimised to fool the discriminative
network.
• An auxiliary classifier GAN (AC-GAN) is a variation of a normal GAN that utilises
conditional generation. Descriptive variables are embedded into the random noise
input to the generator network and the discriminator tries to predict these. In this
case, genres are used as descriptive variables. Latent variables are also introduced
so that the same random noise and genre can generate a selection of different
images.

3. Results

Figure 1: System architectures for GAN &
AC-GAN

4. Class features

Figure 2: Final generated images

An AC-GAN was pre-trained on the One Million Audio Images dataset (798,982 images
with no labels) then trained on a dataset created using the Spotify API (50,000 images
labelled with genre). This method produces visually impressive and unique images.

5. Class Diversity
Multi-scale structural similarity (MS-SSIM)
score is a score of image similarity and can
be used to test for overfitting within classes.
A high MS-SSIM score means that two images are very similar. To the right is boxplot
of scores computed between 1000 generated
images from each genre. Each genre has a
low mean MS-SSIM score meaning that there
are not many repeated textures in each genre.
In metal there are some outliers which have
a high MS-SSIM score suggesting that genFigure 4: Boxplot of MS-SSIM scores for
erated images from this genre will look more each genre
similar.

Figure 3: Images generated from the same
random noise but different genres

Some genres were shown to have a darker
overall theme whereas others have higher
contrasting colours.

6. Conclusion
Overall the images generated are of good
quality although pre-training the network
with a larger unlabelled dataset proved
to be essential. Each genre has unique
characteristics but can generate a diverse
selection of images shown in the box plot
of MS-SSIM scores for each genre.

